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CONCEPTS ARE HIERARCHICAL

• Vector-based meaning representations are often focussed on representing 
similarity and do not have a clear means of addressing hierarchical 
relationships between words
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WORD REPRESENTATIONS FOR HYPONYMY
Published as a conference paper at ICLR 2015

Figure 1: Learned diagonal vari-
ances, as used in evaluation (Section
6), for each word, with the first let-
ter of each word indicating the po-
sition of its mean. We project onto
generalized eigenvectors between the
mixture means and variance of query
word Bach. Nearby words to Bach
are other composers e.g. Mozart,
which lead to similar pictures.

After discussing related work and presenting our algorithms below we explore properties of our al-
gorithms with multiple qualitative and quantitative evaluation on several real and synthetic datasets.
We show that concept containment and specificity matches common intuition on examples concern-
ing people, genres, foods, and others. We compare our embeddings to Skip-Gram on seven standard
word similarity tasks, and evaluate the ability of our method to learn unsupervised lexical entail-
ment. We also demonstrate that our training method also supports new styles of supervised training
that explicitly incorporate asymmetry into the objective.

2 RELATED WORK

This paper builds on a long line of work on both distributed and distributional semantic word vec-
tors, including distributional semantics, neural language models, count-based language models, and,
more broadly, the field of representation learning.

Related work in probabilistic matrix factorization (Mnih & Salakhutdinov, 2007) embeds rows and
columns as Gaussians, and some forms of this do provide each row and column with its own vari-
ance (Salakhutdinov & Mnih, 2008). Given the parallels between embedding models and matrix
factorization (Deerwester et al., 1990; Riedel et al., 2013; Levy & Goldberg, 2014), this is relevant
to our approach. However, these Bayesian methods apply Bayes’ rule to observed data to infer the
latent distributions, whereas our model works directly in the space of probability distributions and
discriminatively trains them. This allows us to go beyond the Bayesian approach and use arbitrary
(and even asymmetric) training criteria, and is more similar to methods that learn kernels (Lanckriet
et al., 2004) or function-valued neural networks such as mixture density networks (Bishop, 1994).

Other work in multiplicative tensor factorization for word embeddings (Kiros et al., 2014) and met-
ric learning (Xing et al., 2002) learns some combinations of representations, clusters, and a distance
metric jointly; however, it does not effectively learn a distance function per item. Fitting Gaussian
mixture models on embeddings has been done in order to apply Fisher kernels to entire documents
(Clinchant & Perronnin, 2013b;a). Preliminary concurrent work from Kiyoshiyo et al. (2014) de-
scribes a significantly different model similar to Bayesian matrix factorization, using a probabilistic
Gaussian graphical model to define a distribution over pairs of words, and they lack quantitative
experiments or evaluation.

In linguistic semantics, work on the distributional inclusion hypothesis (Geffet & Dagan, 2005), uses
traditional count-based vectors to define regions in vector space (Erk, 2009) such that subordinate
concepts are included in these regions. In fact, one strength of our proposed work is that we extend
these intuitively appealing ideas (as well as the ability to use a variety of asymmetric distances
between vectors) to the dense, low-dimensional distributed vectors that are now gaining popularity.

3 BACKGROUND

Our goal is to map every word type w in some dictionary D and context word type c in a dictionary C
to a Gaussian distribution over a latent embedding space, such that linguistic properties of the words
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Vilnis, L., & McCallum, A. (2015). 
Word representations via Gaussian 
embedding. ICLR 2015
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Figure 3: a) Geodesics in the Poincaré disk model of hyperbolic space. Geodesics between points are arcs that are
perpendicular to the boundary of the disk. For curved arcs, midpoints are closer to the origin of the disk (p1) than
the associated points, e.g. (p3, p5). c) Entailment cones for different points in P
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terns as a weighted directed graph G = (V,E,w)
where V is the set of all extracted terms.

Hearst patterns afford a number of important
advantages in terms of data acquisition: they are
embarrassingly parallel across both sentences and
distinct Hearst patterns, and counts are easily ag-
gregated in any MapReduce setting (Dean and Ghe-
mawat, 2004). Our own experiments, and those
of Seitner et al. (2016), demonstrate that this ap-
proach can be scaled to large corpora such as COM-
MONCRAWL.1 As Roller et al. (2018) showed, pat-
tern matches also provide important contextual con-
straints which boost signal compared to methods
based on the Distributional Inclusion Hypothesis.

However, naı̈vely using Hearst pattens can easily
result in a graph that is extremely sparse: pattern
matches naturally follow a long-tailed distribution
that is skewed by the occurrence probabilities of
constituent words (see Figure 2) and many true re-
lationships are unlikely to ever appear in a corpus
(e.g. “long-tailed macaque is-a entity”). This
may be alleviated with generous, low precision pat-
terns (Seitner et al., 2016), but the resulting graph
will contain many false positives, inconsistencies,
and cycles. For example, our own Hearst graph con-
tains the cycle: (area, is-a, spot), (spot, commer-
cial), (commercial, promotion), (promotion, area),
which is caused by the polysemy of spot (location,
advertisement) and area (location, topical area).

3.2 Hyperbolic Embeddings

Roller et al. (2018) showed that low-rank embed-
ding methods, such as Singular Value Decomposi-
tion (SVD), alleviate the aforementioned sparsity
issues but still produce cyclic and inconsistent pre-
dictions. In the following, we will discuss how

1http://commoncrawl.org

hyberbolic embeddings allow us to improve consis-
tency via strong hierarchical priors in the geometry.

First, we will briefly review necessary concepts
of hyperbolic embeddings: In contrast to Euclidean
or Spherical space, there exist multiple equivalent
models for hyperbolic space.2 Since there exist
transformations between these models that preserve
all geometric properties (including isometry), we
can choose whichever is best suited for a given task.
In the following, we will first discuss hyperbolic
embeddings based on the Poincaré-ball model,
which is defined as follows: The Poincaré-ball
model is the Riemannian manifold P

n = (Bn
, dp),

where B
n = {x 2 R

n : kxk < 1} is the open n-
dimensional unit ball and where dp is the distance
function

dp(u,v) = cosh�1 (1 + 2�(u,v)) (1)

�(u,v) =
ku� vk2

(1� kuk2)(1� kvk2)

Hyperbolic space has a natural hierarchical struc-
ture and, intuitively, can be thought of as a continu-
ous versions of trees. This property becomes evi-
dent in the Poincaré ball model: it can be seen from
Equation 1, that the distance within the Poincaré
ball changes smoothly with respect to the norm of
a point u. Points that are close to the origin of the
disc are relatively close to all other points in the
ball, while points that are close to the boundary are
relatively far apart3. This locality property of the
distance is key for learning continuous embeddings
of hierarchical structures and corresponds to the
behavior of shortest-paths in trees.

2e.g., the Poincaré ball, the Lorentz model, the Poincaré
upper half plane, and the Beltrami-Klein model

3This can be seen by considering how the Euclidean dis-
tance in �(u,v) is scaled by the norms of the respective points

Le et al (2019). Inferring Concept Hierarchies 
from Text Corpora via Hyperbolic 
Embeddings. arXiv preprint arXiv:1902.00913.
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Figure 1: An illustration of LEAR specialisation.
LEAR controls the arrangement of vectors in the
transformed vector space by: 1) emphasising sym-
metric similarity of LE pairs through cosine dis-
tance (by enforcing small angles between

����!
terrier

and
�!
dog or

�!
dog and

����!
animal); and 2) by imposing

an LE ordering using vector norms, adjusting them
so that higher-level concepts have larger norms
(e.g., |

����!
animal| > |

�!
dog| > |����!terrier|).

cialisation framework (Mrkšić et al., 2017).2 The
key idea of LEAR, illustrated by Figure 1, is to
pull desirable (ATTRACT) examples described by
the constraints closer together, while at the same
time pushing undesirable (REPEL) word pairs away
from each other. Concurrently, LEAR (re-)arranges
vector norms so that norm values in the Euclidean
space reflect the hierarchical organisation of con-
cepts according to the given LE constraints: put
simply, higher-level concepts are assigned larger
norms. Therefore, LEAR simultaneously captures
the hierarchy of concepts (through vector norms)
and their similarity (through their cosine distance).
The two pivotal pieces of information are combined
into an asymmetric distance measure which quanti-
fies the LE strength in the specialised space.

After specialising four well-known input vector
spaces with LEAR, we test them in three standard
word-level LE tasks (Kiela et al., 2015b): 1) hyper-
nymy directionality; 2) hypernymy detection; and
3) combined hypernymy detection/directionality.
Our specialised vectors yield notable improve-
ments over the strongest baselines for each task,
with each input space, demonstrating the effective-
ness and robustness of LEAR specialisation.

2https://github.com/nmrksic/attract-repel

The employed asymmetric distance allows one
to make graded assertions about hierarchical re-
lationships between concepts in the specialised
space. This property is evaluated using HyperLex,
a recent graded LE dataset (Vulić et al., 2017).
The LEAR-specialised vectors push state-of-the-art
Spearman’s correlation from 0.540 to 0.686 on the
full dataset (2,616 word pairs), and from 0.512 to
0.705 on its noun subset (2,163 word pairs).

The code for the LEAR model is available from:
github.com/nmrksic/lear.

2 Methodology

2.1 The ATTRACT-REPEL Framework

Let V be the vocabulary, A the set of ATTRACT
word pairs (e.g., intelligent and brilliant), and R
the set of REPEL word pairs (e.g., vacant and oc-
cupied). The ATTRACT-REPEL procedure operates
over mini-batches of such pairs BA and BR. For
ease of notation, let each word pair (xl, xr) in
these two sets correspond to a vector pair (xl,xr),
so that a mini-batch of k1 word pairs is given by
BA = [(x1

l ,x
1
r), . . . , (x

k1
l ,xk1

r )] (similarly for BR,
which consists of k2 example pairs).

Next, the sets of pseudo-negative examples
TA = [(t1l , t

1
r), . . . , (t

k1
l , tk1r )] and TR =

[(t1l , t
1
r), . . . , (t

k2
l , tk2r )] are defined as pairs of neg-

ative examples for each ATTRACT and REPEL ex-
ample pair in mini-batches BA and BR. These neg-
ative examples are chosen from the word vectors
present in BA or BR so that, for each ATTRACT
pair (xl,xr), the negative example pair (tl, tr) is
chosen so that tl is the vector closest (in terms of
cosine distance) to xl and tr is closest to xr. Sim-
ilarly, for each REPEL pair (xl,xr), the negative
example pair (tl, tr) is chosen from the remain-
ing in-batch vectors so that tl is the vector furthest
away from xl and tr is furthest from xr.

The negative examples are used to: a) force AT-
TRACT pairs to be closer to each other than to their
respective negative examples; and b) to force RE-
PEL pairs to be further away from each other than
from their negative examples. The first term of the
cost function pulls ATTRACT pairs together:

Att(BA, TA) =

k1X

i=1

⇥
⌧
�
�att + cos(xi

l, t
i
l)� cos(xi

l,x
i
r)
�

+⌧
�
�att + cos(xi

r, t
i
r)� cos(xi

l,x
i
r)
� ⇤

(1)

Vulic & Mrkšic. (2018). Specialising Word Vectors 
for Lexical Entailment. NAACL-HLT 2018
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GRAMMAR AND MEANING SPACE HAVE THE 
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Tensor contraction
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REPRESENTING WORDS AND PHRASES WITH 
POSITIVE OPERATORS

• A positive operator   is a square matrix such that for any  , the inner 
product  . 

•   is self-adjoint and has positive eigenvalues. 

• Given a word vector  , we can lift it to the projection matrix  
associated with that vector.

A |v⟩
⟨v |A |v⟩ ≥ 0

A

|v⟩ |v⟩⟨v |



REPRESENTING WORDS AND PHRASES WITH 
POSITIVE OPERATORS

• More general terms are represented as sums of more specific 
terms: 

  

where the   are positive. 

• Positive operators have a natural ordering:  

  

• We interpret this ordering as a hyponymy relation

[[pet]] = pd |dog⟩⟨dog | + pc |cat⟩⟨cat |
+pt | tarantula⟩⟨tarantula | + . . .

pi

A ⊑ B ⟺ B − A ≥ 0



REPRESENTING WORDS AND PHRASES WITH 
POSITIVE OPERATORS

• Representing words as positive operators can be treated in the 
same compositional way as before.  

• Functional words like verbs and adjectives are now linear maps 
that preserve positivity, i.e. take positive operators to positive 
operators. 

• The same diagrammatic calculus is at our disposal.

Sentence meaning in CPM(FVect)

We assign semantics via a strong monoidal functor
S : Preg ! CPM(FVect)

Let w1w2...wn be a string of words with corresponding
grammatical types ti in Preg{n,s} such that t1, ...tn

r�! s

Let JwiK be the meaning of word wi in CPM(FVect). Then
the meaning of w1w2...wn is given by:

Jw1w2...wnK = S(r)(Jw1K ⌦ ... ⌦ JwnK)

The sisters enjoy drinks

S NN NN
=

N S N 0 N 0 N 0NNN N 0 S

The sisters enjoy drinks

M. Lewis Semantic Spaces 25/49



GRADED HYPONYMY

•   gives a crisp ordering 

• We can consider graded hyponymy by introducing an error term into our 
ordering. 

  

• The way we model the error term   gives different properties to our 
grading. Suppose  , then: 

•      requires Span(A) a subset of Span(B) 

(Bankova et al, 2019, Graded hyponymy for compositional distributional semantics, Journal of 
Language Modelling).

A ⊑ B ⟺ B − A ≥ 0

A ⊑ B ⟺ A − B ≥ 0
⟺ B = A + D crisp
⟺ B + E = A + D introduces error term

E
E = (1 − k)A

A ⊑k B ⟺ B − kA ≥ 0



GRADED HYPONYMY

• To extend this, we consider a more general error term. This error 
term can be built by diagonalising  , and setting   to be the 
part with negative eigenvalues and   to be the part with positive 
eigenvalues. 

•  We quantify k using  . Consider eigenvalues   of  : 

                 

•   ranges -1 to 1. It is balanced in that  .  

•   ranges from 0 to 1. It is not balanced in the same way. 

B − A −E
D

A, B, E λi B − A
The �rst measure is

kBA =

q
i ⁄iq

i |⁄i|
(3)

where ⁄i is the ith eigenvalue of B ≠ A and | · | indicates absolute value. This

measures the proportions of positive and negative eigenvalues in the expres-

sion B ≠ A. If all eigenvalues are negative, kBA = ≠1, and if all are positive,

kBA = 1. This measure is balanced in the sense that kBA = ≠kAB.

Secondly, we propose

kE = 1 ≠ ||E||
||A|| (4)

where ||·|| denotes the Frobenius norm. This measures the size of the error term

as a proportion of the size of A. Since A = E in the worst case, this measure

ranges from 0 when E = A to 1 when E = 0.

3.2 Constructing positive operators from a corpus

We represent words as positive matrices following the approach outlined in

Bankova et al. [2016]. In that work, the authors observe that each word vector

has a corresponding pure matrix:

|catÍ ‘æ |catÍ Ècat|

Words which are more general can then be built up by summing over the

projectors corresponding to the hyponyms of that word.

In general, the meaning of a word w is considered to be given by a collection

of unit vectors {|wiÍ}i, where each |wiÍ represents an instance of the concept

expressed by the word. Then the operator:

JwK =

ÿ

i

pi |wiÍ Èwi| œ W ¢ W (5)

represents the word w. The pi are weightings derived from the text, and there

are various choices about what these should be.

We build representations of words as positive operators in the following

manner. Suppose we have a dictionary of word vectors {vi : |viÍ œ W}i de-

rived from a corpus using standard distributional or embedding techniques,

for example GloVe, Pennington et al. [2014], FastText Bojanowski et al. [2017],

or weighted co-occurrence vectors. To build a representation of a word, we

obtain a set of hyponyms that are instances of that word. In this paper, we

use WordNet Miller [1995], a human-curated database of word relationships

5
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BUILDING POSITIVE OPERATORS
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• The positive operator for a word   is created by summing together 
the projection operators of its instances 

• Instances are interpreted either as hyponyms (for nouns) or 
arguments (for verbs) 

• Data taken from WordNet or using Hearst patterns

w



COMPOSING POSITIVE OPERATORS

Kartsaklis, Compositional Distributional Semantics with Compact Closed Categories and Frobenius 
Algebras, DPhil thesis 2015

procedure of [40], for example, the linear maps of adjectives and intransitive verbs

(both functions of a single argument) will be elements of N created as follows:

�!
adj =

X

i

���!nouni
��!
verbIN =

X

i

���!
subji (4.24)

with i iterating through all relevant contexts. In both cases the application of a �

operation will create a diagonal matrix, which when substituted in Def. 3.3.1 will

produce the result shown below.

a n a n s v s v

= =

Adjective/Intr. verb Adjective-noun Intransitive sentence

(4.25)

Note that this is nothing more than another case of copying “all” dimensions of

a tensor (here just one), that as we discussed in §4.3 results in a degeneration to

an element-wise multiplicative model. Specifically, the meaning of adjective-noun

compounds and intransitive sentences reduces to the following:

������!
adj noun = µ(

�!
adj ⌦���!noun) =

�!
adj ����!noun (4.26)

�!sIN = µ(
��!
subj ⌦

��!
verb) =

��!
subj �

��!
verb (4.27)

I will now proceed to the more interesting case of a ditransitive sentence, the

derivation of which is depicted here:

John gave Mary a flower

n nrs nlnl n n s oi od
(4.28)

A ditransitive verb can be seen as a function of 3 arguments; hence, we can start

by creating a tensor of order 3 that represents the verb, as follows:

verbDT =
X

i

���!
subji ⌦

��!
iobji ⌦

��!
dobji (4.29)

where
��!
iobj and

��!
dobj refer to the vectors of the indirect and direct object, respectively.

In this case, the Frobenius operators o↵er to us three alternatives, all of which are

shown below:

55

Lastly, we can form a completely positive map from a positive matrix A by

decomposing A into a weighted sum of orthogonal projectors A =
q

i piPi, and

then forming the map

A(≠) =

ÿ

i

piPi ¶ ≠ ¶ Pi

The same proposal for composition is given in Coecke [2019].

For intransitive verbs we combine the noun and the verb via three operations

Mult, BMult, KMult.

Mult: Jnoun verbK = JverbK(JnounK) = JnounK § JverbK (6)

BMult: Jnoun verbK = JverbK(JnounK) = JverbK 1
2 JnounKJverbK 1

2 (7)

KMult: Jnoun verbK = JverbK(JnounK) =

ÿ

i

piPiJnounKPi (8)

where in KMult JverbK =
q

i piPi. We also investigate switched versions of BMult

and KMult, where the order of composition is switched.

For transitive verbs there is one possibility for pointwise multiplication

of the operators, since this is both commutative and associative. For BMult

and KMult there are a number of composition orders. We will concentrate on

two which re�ect the di�erence between viewing verb as operator and view-

ing nouns as operator. Both compose verb and object, then verb phrase and

subject. We therefore have:

Mult: Jsubj verb objK = JsubjK § JverbK § JobjK (9)

BMult-V: Jsubj verb objK = JvpK 1
2 JsubjKJvpK 1

2 where JvpK = JverbK(JobjK) (10)

KMult-V: Jsubj verb objK =

ÿ

i

piPiJsubjKPi where
ÿ

i

piPi = JverbK(JobjK) (11)

BMult-N: Jsubj verb objK = JsubjK 1
2 JvpKJsubjK 1

2 where JvpK = JobjK(JverbK) (12)

BMult-N: Jsubj verb objK =

ÿ

i

piPiJvpKPi where
ÿ

i

piPi = JsubjK (13)

The notation JAK(JBK) refers to the corresponding two-place operation, either
KMult or BMult.

� Experimental setting

We test our word representations and composition methods on the composi-

tional datasets of Sadrzadeh et al. [2018]. This is a series of three datasets,

covering simple intransitive sentences, transitive sentences, and verb phrases.

10



EXPERIMENTS

• BLESS dataset: is the pair (a, b) in a hyponym-hypernym 
relationship? 

• WBLESS dataset: is the pair (a, b) in a hyponym-hypernym 
relationship or unrelated? 

• BIBLESS dataset: is the pair (a, b) in a hyponym-hypernym 
relationship and which way round if so? 

• KS2016 dataset:  

summer finish, season end, T  

season end, summer finish, F



EXPERIMENTS

• We trialled a number of word vector representations including 
GloVe, PPMI count-based vectors built from the ukWaC and 
WaCky corpora, Word2Vec, FastText.  

• We selected the matrix representations based on their 
performance on the wordvectors suite (Faruqui and Dyer (2014), 
Community Evaluation and Exchange of Word Vectors at 
wordvectors.org, ACL 2014). 

• We used GloVe 300 dimensional vectors.

http://wordvectors.org


RESULTS — WORD LEVEL
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summer finish, season end, T

season end, summer finish, F

The first sentence is marked as entailing, whereas
the second is marked as not entailing. The dataset
is created by selecting nouns and verbs from
WordNet that stand in the correct relationship. The
transitive verb and verb phrase datasets are simi-
larly created.

To test our models, we build the basic word
representations as in equation (10). We then use
the compositional methods outlined in section 3.2
to create the sentence representations. We calcu-
late the graded entailment value between the com-
posed sentence representations, and in results re-
port area under ROC curve for comparison with
previous literature. In particular, we compare
with the best model from (Sadrzadeh et al., 2018),
which uses a metric based on the distributional in-
clusion hypothesis, together with a tensor-based
compositional model.

4.5 Significance testing
To test significance of our results, we use boot-
strapping (Efron, 1979) to calculate 100 values of
the test statistic (either accuracy or AUC) drawn
from the distribution implied by the data. We com-
pare with figures from the literature using a one-
sample t-test, and compare between models using
a paired t-test. We apply the Bonferroni correction
to compensate for multiple model comparisons.

5 Results and Discussion

5.1 BLESS variants
We present results on variants of the BLESS
dataset in terms of accuracy, for comparison with
other models, presented in table 2. Our best per-
foming model is the WordNet based model with
metric kE . Althoough this model does not out-
perform the best supervised model (the differences
in score are significant), the differences are fairly
minimal (0.01 accuracy). Our methods (and those
of others) outperform the symbolic baseline for the
BLESS dataset. Our WordNet-based model does
outperform the earlier model HyperVec with sig-
nificance. Hearst-pattern based representations do
not perform so strongly.

5.2 Compositional datasets
On the KS2016 compositionality datasets re-
sults are reported in terms of area under ROC

Table 2: Accuracy on the variants of the BLESS
dataset. HyperVec figures are from (Nguyen et al.,
2017), Hearst from (Roller et al., 2018), HypeCones
from (Le et al., 2019), LEAR from (Vulić and Mrkšić,
2018). Entries tagged with WN use WordNet.

Model BLESS WBLESS BIBLESS
HyperVec - WN 0.92 0.87 0.81
Hearst 0.96 0.87 0.85
HypeCones 0.94 0.90 0.87
LEAR - WN 0.96 0.92 0.88
Symb - WN 0.91 0.93 0.91
kBA - WN 0.95 0.88 0.84
kE - WN 0.95 0.91 0.87
kBA - Hearst 0.91 0.84 0.76
kE - Hearst 0.91 0.86 0.80

Table 3: Area under ROC curve on the KS2016 datasets
using kE and WordNet derived hyponyms. For the SV
and VO datasets, MMult1 refers to the model described
in equation (5) and MMult2 refers to the model de-
scribed in equation (6). For SVO, MMult1 refers to
the model described in equation (8) and MMult2 refers
to the model described in equation (9).

Model SV VO SVO
KS2016 best 0.84 0.82 0.86
Verb only 0.886 0.954 0.926
Addition 0.961 0.958 0.977
Mult 0.969 0.975 0.976
BMult1 0.976 0.981 0.976
BMult2 0.976 0.982 0.979

Table 4: Area under ROC curve on the KS2016
datasets, using kBA and WordNet derived hyponyms.
Refer to Table 3 for explanations

Model SV VO SVO
KS2016 best 0.84 0.82 0.86
Verb only 0.904 0.964 0.932
Addition 0.974 0.966 0.983
Mult 0.976 0.971 0.983
BMult1 0.987 0.987 0.997
BMult2 0.986 0.988 0.997

Table 5: Area under ROC curve on the KS2016
datasets, using kE and Hearst-pattern derived hy-
ponyms. Refer to Table 3 for explanations

Model SV VO SVO
KS2016 best 0.84 0.82 0.86
Verb only 0.702 0.813 0.703
Addition 0.881 0.808 0.911
Mult 0.881 0.801 0.868
BMult1 0.903 0.823 0.901
BMult2 0.903 0.817 0.889
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WordNet-generated representations

Table 1: Area under ROC curve on the KS2016 datasets. For the SV and VO datasets, BMult1 and

KMult1 refer to the models described in equations (7) and (8). BMult2 and KMult2 refer the variants

formed by switching the order of composition. For SVO, BMult1 and KMult1 refer to the models

described in equations (10) and (11) and BMult2 and KMult2 refer to the models described in equation

(12) and (13). A * indicates that the value is significantly higher than the baseline from Kartsaklis

and Sadrzadeh [2016] (p < 0.01). A + indicates that the value is not significantly lower than the Mult

model (p < 0.05).

kE measure kBA measure

Model SV VO SVO SV VO SVO

KS2016 best 0.84 0.82 0.86 0.84 0.82 0.86

Verb only 0.632 0.632 0.663 0.868
ú

0.829
ú

0.890
ú

Addition 0.576 0.586 0.492 0.893
ú

0.892
ú

0.945
ú

Mult 0.885
ú

0.842
ú

0.966
ú

0.961
ú

0.934
ú

0.980
ú

BMult1 0.794 0.749 0.880
ú

0.945
ú

0.916
ú

0.977
ú

BMult2 0.778 0.723 0.869 0.949
ú

0.914
ú

0.980
ú+

KMult1 0.881
ú

0.833
ú

0.946
ú

0.957
ú+

0.934
ú+

0.984
ú+

KMult2 0.823 0.800 0.930
ú

0.909
ú

0.939
ú+

0.963
ú

haps this operation will start to outperform the simpler Mult in more compli-

cated situations.

The good performance of our models is likely to be due to the fact that both

the dataset and our word representations were constructed from WordNet, and

hence the high performance is to be expected. However, it is still interesting

that our representations work so well with the compositional operations.

� Discussion and further work

We have suggested a mechanism for building the positive operators needed for

the theory presented in Bankova et al. [2019], together with novel measures of

graded hyponymy. The representations and the measures we have developed

perform competitively on phrase and sentence datasets. The type of repre-

sentation we have developed is a hybrid representation in the sense that we

use o�-the-shelf distributional vectors, but also human-provided informa-

tion from WordNet. The representations are extremely quick to build, with no

training time.

The datasets we have so far tested on are relatively small, and therefore

testing on larger datasets such as the Stanford Natural Language Inference
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where in KMult JverbK =
q

i piPi.
These operations can also be extended to transitive verbs, although there are

various choices of how to do so. Some of these are discussed in ?.

3 Modelling negation in CP1(V )
As discussed, an approach to modelling negation is to map a vector to the subspace
orthogonal to it. In the case of projectors, this is equivalent to subtracting the
associated matrix from the identity matrix. We use the same operation. So, we
define

Jnot wK := I ≠ JwK (8)

When we restrict to the subset CP1(W ) over a vector space W , this operation
preserves positivity of the operator and also maps operators into the set CP1(W ).

Importantly, this operation is not a morphism of CPM(FVect), and therefore a
suitable home needs to be found for it. We do not provide an answer to that in this
paper, leaving it for ongoing work. Rather, we look at how this operation interacts
with composition, the Löwner ordering, and how it works in implementation.

3.1 How not interacts with the (graded) Löwner ordering

Consider operators A and B œ CP1(W ). Under the crisp Löwner ordering, we have

A ı B ≈∆ B = A + D (9)
≈∆ I ≠ B = I ≠ (A + D) (10)
≈∆ I ≠ B + D = I ≠ A ≈∆ not B ı not A (11)

Considering an error term E, we use the notation ıE if B + E = A + D. With such
an error term,

A ıE B ≈∆ B + E = A + D (12)
≈∆ I ≠ (B + E) = I ≠ (A + D) (13)
≈∆ I ≠ B + D = I ≠ A + E ≈∆ not B ıE not A (14)

Depending on the grading we use, the strength of the hyponymy relation will be
a�ected. Using the kBA grading (equation (3)) we have that not B is a hyponym of
not A with strength

kBA(not B, not A) = Tr(D ≠ E)
Tr(D + E) = kBA(A, B)
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Entailment strength is preserved under the kBA measure: 

But not under the kBA measure: 

Towards negation in DisCoCat

Using kE (equation (4)), we have:

kE(not B, not A) = 1 ≠ ||E||
||not B|| ”= kE(A, B)

3.2 How not interacts with composition

We focus here just on the case of intransitive sentences composed of a subject and
a verb. When we negate the noun we obtain the following expressions:

Jnot nounK § JverbK = (I ≠ JnounK) § JverbK (15)
= diag(JverbK) ≠ JnounK § JverbK (16)

Jnot nounK úB JverbK = (I ≠ JnounK) úB JverbK (17)

= JverbK 1
2 JverbK 1

2 ≠ JverbK 1
2 JnounKJverbK 1

2 (18)
= JverbK ≠ JnounK úB JverbK (19)

Jnot nounK úK JverbK = (I ≠ JnounK) úK JverbK (20)
=

ÿ

i

piPiPi ≠
ÿ

i

piPiJnounKPi (21)

= JverbK ≠ JnounK úK JverbK (22)

Particularly in the case of úB and úK , these feel like fairly natural interpretations of
a sentence with a negated noun. We take the meaning of the verb as a whole, and
then subtract out the part of the verb that is applied to the noun.

In the case of negated verbs, the obtained expressions are not so nice and we
leave discussion of these to further work.

4 Demonstrations

We give a demonstration on a small dataset that this rendering of negation works
well together with the composition operators proposed, in particular úK .

4.1 Datasets

We build a set of datasets based on one of the compositional datasets of Sadrzadeh
et al. [2018]. This is a series of three datasets, covering simple intransitive sentences,
transitive sentences, and verb phrases. The intransitive verb dataset consists of

7
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paired sentences consisting of a subject and a verb. In half the cases the first
sentence entails the second, and in the other half of cases, the order of the sentences
is reversed. For example, we have:

summer finish, season end, T
season end, summer finish, F

The first sentence is marked as entailing, whereas the second is marked as not
entailing. The dataset is created by selecting nouns and verbs from WordNet. In
the case of the sentence marked T, the first noun is selected as a hyponym of the
second noun, and the first verb is selected as a hyponym of the second verb. There
is an implicit existential quantification in the sentences.

To create datasets that include negation, we create three further datasets in the
following way. Consider an entailing sentence pair such as:

dogs run |= mammals move

We include negation in two places: either the noun can be negated, giving us
non-dogs and non-mammals, or else the verbs can be negated, giving us do not run

and do not move.
From dogs run |= mammals move we then get three more pairs of entailing sen-

tences:

some dogs run |= some mammals move (23)
some non-mammals run |= some non-dogs move (24)
some dogs do not move |= some mammals do not run (25)

some non-mammals do not move |= some non-dogs do not run (26)

To model these, we render the negation of the verb as directly acting on the verb.
Another choice would be for the negation to act on the whole sentence, rendering
dogs don’t move as not(dogs move), but this would mean that we now consider the
sentence universally quantified. Working out how to include quantification is an
area of further work.

To model these sentences, we therefore calculate, respectively:

JdogsK ú JrunK ık JmammalsK ú JmoveK (27)
(I ≠ JmammalsK) ú JrunK ık (I ≠ JdogsK) ú JmoveK (28)

JdogsK ú (I ≠ JmoveK) ık JmammalsK ú (I ≠ JrunK) (29)
(I ≠ JmammalsK) ú (I ≠ JmoveK) ık (I ≠ JdogsK) ú (I ≠ JrunK) (30)
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RESULTS

Towards negation in DisCoCat

Model noun-verb ¬noun-verb noun-¬verb ¬noun-¬verb
KS2016 best 0.84 - - -
Verb only 0.787 0.787 0.787 0.787
Average 0.928 0.928 0.928 0.928
Mult 0.943 0.841 0.917 0.925
BMult 0.917 0.861 0.916 0.922
KMult 0.951 0.936 0.921 0.937

Table 1: Area under ROC curve on the negation datasets, using kBA and WordNet
hyponyms.

Model noun-verb ¬noun-verb noun-¬verb ¬noun-¬verb
KS2016 best 0.84 - - -
Verb only 0.602 0.602 0.603 0.603
Average 0.750 0.788 0.790 0.800
Mult 0.850 0.848 0.894 0.923
BMult 0.725 0.709 0.728 0.755
KMult 0.886 0.766 0.830 0.617

Table 2: Area under ROC curve on the negation datasets, using kE and WordNet
hyponyms.

where ıkœ {kBA, kE} is one of the graded hyponymy measures and ú œ {§, úB, úK}
is one of the compositional operators. For a simple baseline we also calculate how
well the model does looking at verb-only and at the average.

Since the entailment measures give back a grading, whereas we require a binary
response, we calculate area under ROC curve.

5 Results

Under the kBA measure, Table 1, AUC scores are very high across the board, in-
cluding for the non-compositional baseline. Across most of the datasets, the KMult
operator performs best, although with fairly small margins - further work is needed
to check the significance of the score di�erences. Under the kE measure, Table 2,
scores are not so high. The Mult operator scores highly on the majority of the
datasets.

The di�erence in performance is likely to be because the kBA measure is very
symmetric, and the dataset is also. Enhancing the datasets with some random
pairings would likely degrade the performance of the kBA measure. Investigating
the di�erences in performance in a less balanced dataset is an area of further work.
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SUMMARY AND 
FURTHER WORK



SUMMARY

• We have given a method for building word representations that 
reflects the hierarchical structure of natural language concepts, 
which also preserve similarity. 

• The representations sit within a compositional framework, so we 
can examine hyponymy at both the word and the phrase level. 

• Our representations perform particularly well on the compositional 
datasets. 

• We model negation as being a kind of projection to the subspace 
orthogonal to a concept. 

• Negation interacts well with composition and hyponymy.



FURTHER WORK

• Testing on larger scale datasets - SNLI.  

• Developing automated methods for building operators. 

• Deeper comparison with other methods in NLP. 

• Fleshing out the formalism behind the negation operator. 

• Making the methods more quantum-like! 

THANK YOU! 

Funded by NWO Veni grant ‘Metaphorical Meanings for Artificial 
Agents’


